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Abstract: XML is getting very popular as data exchange standard format in web applications due
to its portability and information exchange features. When applications must communicate with
each other or must integrate information from several data sources, this standard is very useful.
However, querying the XML data raise some efficiency problems because of its hierarchical
structure and text representation. Over the last years many researches have been done to establish
the optimal way of storing XML data in a relational model for taking advantage of the query
processing abilities that a relational model can bring. Thus, XML databases have emerged trying
to respond to those needs. When we speak of a higher level application, ECM Systems are the
standard for developing applications that manage all the unstructured electronic information inside
an organization. Over the past years a new information exchange standard has been developed,
called CMIS, that unify the data exchange format between the existing ECM Systems. This paper
shows how the CMIS standard can be extended to make possible the information exchange
operations between ECM Systems and XML Databases. There is also proposed a CMIS interface
implementation for a particular XML database, namely EMC xDB. Some performance tests of this

implementation have been done.
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1. INTRODUCTION

Today, business environment can no longer afford to store
essential documents into separate and incompatible
repositories. Thus, major ECM vendors, seeking to
revolutionize the interoperability of the ECM systems,
developed a new standard - CMIS (Content Management
Interoperability Services). This standard offers a common
way that different applications can use for sharing and
exchanging information between multiple ECM systems.

In the last years, the need for data exchange software has
grown considerably. XML is the de facto standard for data
exchange and many applications rely on XML databases to
facilitate data exchange operations. In these circumstances,
extending the CMIS standard to support XML databases
can be an advantage for such collaborative applications.

The rest of this paper is organized as follows. Section 2
offers a description of the XML databases. Section 3
provides a short overview of ECM systems highlighting the
main features of these systems. In section 4 is described the
CMIS standard, its constituent parts and how that can be
used to achieve information exchange operations. A CMIS
standard eXtent for XML databases is described in detail in
section 5 which presents a particular case of
implementation of CMIS standard for EMC Documentum
repository, as the ECM system, and EMC xDB database, as
the XML database. Section 6 shows some performance
experiments that have been done for the proposed CMIS
eXtent.

2. XML DATABASES
There are two major classes of XML database:

e XML-enabled: these map all XML to a traditional
database (such as a relational database), accepting XML
as input and rendering XML as output. This term implies
that the database does the conversion itself (as opposed
to relying on middleware).

e Native XML (NXD): the internal model of such
databases depends on XML and uses XML documents as
the fundamental unit of storage, which is, however, not
necessarily stored in the form of text files.

In this study we will focus on Native XML Databases this
alternative being more close to the ECM System.

The term "native XML database” (NXD) can lead to
confusion. Many NXDs do not function as standalone
databases at all, and do not really store the native (text)
form. The formal definition from the XML:DB initiative
[Borden et al., 2003] states that a native XML database:

o Defines a (logical) model for an XML document - as
opposed to the data in that document - and stores and
retrieves documents according to that model. At a
minimum, the model must include elements, attributes,
PCDATA, and document order. Examples of such models
include the XPath data model, the XML Infoset, and the
models implied by the DOM [Apparao et al., 1998] and
the events in SAX 1.0 [Megginson et al., 2000].

e Has an XML document as its fundamental unit of
(logical) storage, just as a relational database has a row in



a table as its fundamental unit of (logical) storage.

e Need not have any particular underlying physical
storage model. For example, NXDs can use relational,
hierarchical, or object-oriented database structures, or use
a proprietary storage format (such as indexed, compressed
files).

Additionally, many XML databases provide a logical
model of grouping documents, called “collections".
Databases can set up and manage many collections at one
time. In some implementations, a hierarchy of collections
can exist, much in the same way that an operating system's
directory-structure works.

All XML databases now support at least one form of
querying syntax. Minimally, just about all of them support
XPath for performing queries against documents or
collections of documents. XPath provides a simple pathing
system that allows users to identify nodes that match a
particular set of criteria.

In addition to XPath, many XML databases support XSLT
as a method of transforming documents or query-results
retrieved from the database. XSLT provides a declarative
language written using an XML grammar. It aims to define
a set of XPath filters that can transform documents (in part
or in whole) into other formats including Plain text, XML,
or HTML.

Many XML databases also support Xquery [Boag et al.,
2003] to perform querying. XQuery includes XPath as a
node-selection method, but extends XPath to provide
transformational capabilities. Users sometimes refer to its
syntax as "FLWOR" (pronounced 'Flower’) because the
query may include the following clauses: ‘for’, 'let', ‘where',
‘order by' and 'return’. Traditional RDBMS vendors (who
traditionally had SQL only engines) are now shipping with
hybrid SQL and XQuery engines. Hybrid SQL/XQuery
engines help to query XML data alongside the relational
data, in the same query expression. This approach helps in
combining relational and XML data.

Some XML databases support an API called the XML: DB
API (or XAPI) as a form of implementation-independent
access to the XML data store. In XML databases, XAPI
resembles ODBC and JDBC as used with relational
databases. On the 24th of June 2009, The Java Community
Process released the final version of the XQuery API for
Java specification (XQJ) - "a common API that allows an
application to submit queries conforming to the W3C
XQuery 1.0 specification and to process the results of such
queries" [JCP, 2009].

3. ENTERPRISE CONTENT MANAGEMENT

Enterprise Content Management (ECM) is the strategies,
methods and tools used to capture, manage, store, preserve,
and deliver content and documents related to organizational
processes [AlIM, 2001]. ECM tools and strategies allow
the management of an organization's unstructured
information, wherever that information exists.

Thus, ECM is a system that covers the company’s needs.
To accomplish these issues, an ECM system uses its

components that can be grouped in the following areas:

e Capture: the capture process involves the conversion of
the information from the physical format to the electronic
format by using scanning tools;

e Management: depending on the managed content, this

process can include components as Document
Management (DM), Collaboration, Web content
management, Records management, Workflow and

business process management (BPM);

e Storage: the storage process deals with the information
that is not classified for conservation yet, but it must
remain persistent for a certain period of time.

e Conservation;: ECM systems provide a long-term safe
preservation of the information;

Distribution: in any ECM system there are components
responsible for the information export to various external
sources.

4. CMIS — AN INTEROPERABILITY STANDARD
FOR ECM SYSTEMS

To revolutionize  enterprise  content  management
interoperability and address this major business challenge,
EMC, IBM, and Microsoft are leading the charge together on
developing Content Management Interoperability Services.
Content Management Interoperability Services is a proposed
standard consisting of a set of web services for sharing
information among disparate content repositories that seeks
to ensure interoperability for people and applications using
multiple content repositories. Working together since late
2006, the three companies were joined in the creation of the

Content Management Interoperability ~ Services draft
specification by other leading enterprise content
management providers, including Alfresco Software,

OpenText, Oracle, and SAP. The three companies have
jointly submitted the standard to OASIS to initiate the
technical development process that leads to standardization.

4.1 Definition

Content Management Interoperability Services (CMIS) is a
specification for improving interoperability between
Enterprise Content Management systems. OASIS approved
CMIS as an OASIS Specification on May 1, 2010.

CMIS uses Web services and Web 2.0 interfaces to enable
rich information to be shared across Internet protocols in
vendor-neutral formats, among document systems,
publishers and repositories, within one enterprise and
between companies.

CMIS provides a common data model covering typed files,
folders with generic properties that can be set or read. In
addition there may be an access control system, and a
checkout and version control facility, and the ability to
define generic relations. There is a set of generic services
for modifying and querying the data model, and several
protocol bindings for these services, including SOAP and
Representational State Transfer (REST), using the Atom
convention. The model is based on common architectures
of document management systems.



4.2 Objectives

The main objectives of CMIS are:

e To ensure interoperability for application among
disparate content repositories across all platforms

e Decouple repository-access logic from application

e Encapsulate  repository-specific  logic  behind
standardized services

o Easy mapping to existing ECM repositories

o Does not require behavioral change in server

e Focus on core capabilities common to most ECM
systems

e A single domain model capable to support multiple
protocols

Simple Object Access Protocol (SOAP) / WSDL
Representational State Transfer (REST) / Atom

Exploit Web technologies

Web 2.0, firewall tunneling, Internet scale
Service-orientation, resource-orientation.

4.3 CMIS components

CMIS standard includes the following components:

A content management domain-specific data model
A set of basic services that act on the data model
Protocol bindings for these basic services

Simple Object Access Protocol (SOAP) / WSDL
Representational State Transfer (REST) / Atom

More details about the CMIS components can be found in
[AlIM, 2009] [Stancu, 2011a].
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Fig. 1. CMIS collaboration scheme.
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Fig. 2. Informational flow in CMIS Demo application.

4.4 CMIS Demo

The AlIM’s iIECM Committee validated CMIS standard by
implementing a CMIS demo application with support from
some of the most important ECM vendors: Alfresco, EMC,
IBM, Nuxeo, Exo Platform. They implemented a federated
search application that brings documents from different
repositories to the end user interface by using CMIS
collaboration standard [AlIIM, 2009].

5. EXTENDING CMIS FOR XML DATABASES

This section will present a collaboration scenario in which
certain ECM repositories can be involve and we will try
to add an XML Database that will accessed via CMIS
standard.

5.1 Collaboration perspective

As a collaboration case, we have used the federated search
application, provided by the AlIM’s iIECM Committee as a
CMIS demo application, and we have try to plug in a new
data source that is the EMC xDB XML database. In our
sample application, for demonstration purposes, we have
simplified the case be using only the EMC Documentum

repository as the ECM repository involved in the
collaboration scenario.
-
"
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Fig. 4. Documentum-xDB collaboration perspective



For each ECM repository, a CMIS interface is provided by
the ECM vendor, so the new XML Database will need also
a CMIS interface that will provide the data access in the
CMIS format. This CMIS interface was created by
implementing the Web Services described by the CMIS
standard. This Web Services can respond to some specific
CMIS SOAP requests, run XML repository specific code to
access the data and return the information as SOAP
response to the CMIS client.

5.2 Components model

In order to properly respond to CMIS requests, the CMIS
interface have to rely on some existing data model from
XML Repository. Internal to the CMIS interface, a
DataMapper is used to map the CMIS data model to the
repository specific data model. After the data model is
obtained, eventually, a QueryTranslator is used to
transform the CMIS specific query into XQuery format. A
sample of queryable data in XDB database is shown in
figure 6. This data will have to be validated against the
dtd file shown in Fig. 7.
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Fig. 5. Main components of the CMIS interface.

<r#xml wersion="1.0" encoding="UTF-5"7-

<!DOCTYPE ecm-documents 3ITSTEM "ecn-xdb.ded™-

<Lecn-docunentss

<ecn-documnent T1EET
<eculbjectTypeld-ecn-docunehnt fecnlbjectTypeld-
<ecmlCreatedByrtest user</ecmlCreatedBy-
zecuCreationlate>2011-08-10 09:10:12</eculreationlbates
<eculastModifiedbBy>test_user</ecmlastModifiedBy>
<ecmlastModificationDatex2011-08-10 09:10: 12« fecnlastM
<eculanex3anple doc 1</ ecnNanes
<ecnlsImmutable-falsed fecnlsInmatablesx
<ecuVerzsionlabel>
<lahels>
<lahel>l.0</1lahel>
</labels>
</ecnVersionLabel>
LecnVersionieriesld-123</ecnVersionferiesId>
<ecm¥ersionSeriesCheckedlutBy />
<ecmContentitreanlengths0< /ecuContentitreanl engthc-
<ecmContentitreanMineType /=
<ecmContentitreanTd /=
< /ecn-docunent>

<ecn-documnent 234"

Fig. 6. Queriable XML data in xDB.

The data-mapping xml file for xDB map the CMIS types
to specific xml elements from repository and within each
type mapping, an attribute mapping is used to for each
attribute from CMIS type. These mappings are described
in figure 8. Along with these data type mappings, there
are configured also the capabilities supported or not by
the CMIS interface. From the main mapping configured
in this file we can mention

<config:cmisType> - data type mapping definition
<cmis:id> - specify the CMIS element identifier
<cmis:localName> - name of the data type / property from
xDB

Capabilities descriptors: <cmis:queryable>,
<cmis:fileable>
etc.

However, in the XML repository may exist some XML
documents that can be expose to CMIS exchange layer but
those documents do not share the same format described
above. In such cases, additional transformation layer can be
used in order to transform the existing XML documents
from repository into some XML documents that have the
CMIS compliant structure. Such a transformation layer can
be easily implemented by using XSL transformation files.
Once the CMIS interface is build, existing XML
documents from repository that have various structures can
be exposed to CMIS exchange layer by plugging in the
corresponding XSL transformation files.

The prototype platform of the CMIS interface with support
for xDB database provides also a web application as the
interface for data querying. Figure 9 shows the federated
search form and the returned results.

<rxml encoding="UTF-5" =
<!ELEMENT ecm-documents [echn-document)+>
<!ATTLIAT ecn-documents xmlns CDATL "

< !ELEMENT ecn-document (ecmObjectTypeld,ecunlCreatedBy,
ecmlCreationDate, ecmlastModifiedBEy,
ecmlastModificationlate ,ecullame ,
eculsTumutable  ecuVersionLlabel,
ecuVersionSeriesId, ecuVersionieriesCheckediutEy,
ecuContentitreanlength, ecuContentitreanMineType ,
eculontentitreanTd) >
<IATTLIAT ecn-document
xmlns CDATR v
ecnlbjectId CDATA *

<!ELEMENT ecnlbjectTypeld (#PCDATA)>
<'ATTLIST ecwlObjectTypeld xmlns CDATL Ve

< !ELEMENT ecmCreatedBy (#PCDATL)>
<IATTLIST ecmCreatedbBy xmlhs CDATA e

<!ELEMENT ecumCreationDate [#PCDATL)
<IATTLIAT ecnCreationDate xmlns CDATL Y

< !|ELEMENT ecnlastModifiedBy (#PCDATA)-
<VATTLIST ecnlastModifiedBy xmlnzs CDATA e

<!ELEMENT ecnlastModificationDate [(#PCDATA):
<!ATTLIST ecmlastModificationDate xmlns CDATA i

Fig. 7. DTD file describing XML documents from xDB.



<config: cnisType
"cwiz:cnisTypelbocumentefinicionType™-
<ohisiide-cmis: document fonis: ids
<cmia: localNamexdn document</cmis:locallamerx
<cwiz:displayName-Docunent fcunis: displayNane-
<owiz: queryName-cnis: docunent</cnis: querylane-
<cuis:description>=Docunents /cnis: descriptions
<cuistbaseId-cnis: docunent /cnis:baseld:
<chuisicreatablekxtrued/onis: creatablel
Zcwisifileablextrued/cniz:fileable
Lomiziqueryables=trues fonis: queryvables
<onis: fulltextindexed-trues/cnis: fulltextIndexed:
Zcuis: includedIndupertypeluery-trued /cniz: includedIn
<omizicontrollablePolicy:falses fcnis:controllablelol
<cuis:controllabledCLxtrues/cnis: controllabledCLs
Zcuisiwersionable>trued /cuis:iversionables
<cuis:contenticreamdl lowed=alloweds /oenis: contentitre
<cmizipropertyldbefinitions
<cmis:idecmis:objectId</cnis:id>
<cmis: localWNanexr_object_id</cmis:localNames:
<cmis:displayName»0bject Id</cmis:displayNamel-
<cnis:queryNamercnis: objectIds /cnis: querylane-
<omis:description:0Object Id</cmis:descriprtions
<cmis:propertyTyperid< /fcnis:propertyTypes
<chis:cardinality»single</cnis: cardinality>
<eonis:updatabilityereadonly femis:updatabilicy:

Fig. 8. CMIS - xDB mapping configurations.

CMIS Federated Search

However, in the XML repository may exist some XML
documents that can be expose to CMIS exchange layer
but those documents do not share the same format
described above. In such cases, additional transformation
layer can be used in order to transform the existing XML
documents from repository into some XML documents
that have the CMIS compliant structure. Such a
transformation layer can be easily implemented by using
XSL transformation files. Once the CMIS interface is
build, existing XML documents from repository that have
various structures can be exposed to CMIS exchange
layer by plugging in the corresponding XSL
transformation files.

The prototype platform of the CMIS interface with support
for xDB database provides also a web application as the
interface for data querying. Figure 9 shows the federated
search form and the returned results.

6. PERFORMANCE STUDIES

In these experiments was used the Neoload performance
tool with a population of 10 virtual users added gradually,
two users at every 12 seconds. The experimental scenario
included three CMIS queries called in ascending order of
the complexity, as can be seen in Figure 10.

MLume
Titlu:
Subiect:
Autaor: Userss
De la: 30.04.2011 a|
Data creare:
Panala: [31.10.2011 il

CAUTA CURATA

(1] Hume Titlu Subiect  Autor Dzta crearii Tip repository
ADCB1ZE7 CaietSar-2011-05-07 Caiet de sareini - mai 2011 doeCS Usert 070520111527 | =DB
FOBETGZ9 SpecFune-2011-0G-10  Specificatii functionale - iunie 2011 docs5F Useri 10.06.2011 15:29  =DB
BADDZE3E  SolDes2011-07-11 Solution Design - iolie 2011 docSDh Usert  11.07.2011 15:30  =DB
FACBE2440 Manlnst-2011-02-10 Manual de instalare - august 2011 dochdan Userz 100282011 1534 =DB
LACBIZ2ES b anUtil-2011-08-10 tdanual de utilizare - august 20111 dochdan User2z 10082011 1536 =DB
LOFBE2S519 hManAdm-2011-08-10  Manual de administrare - august 2011 dochdan UserZ 10082011 1527  =DB
0a0000025m Bilant 2010 Bilant economic 2010 Economie  Uzer 12102011 1709 Documentum
ooooo0oz2tn Bilant 2011 Bilant economic 2011 Economie  User 12402011 1709 | Documentum
0a0o0000zetn Advienitz0141 Adeverinta wenit - 2011 Economie | Userd 31102041 1542 Documentum
0900000220 AdvWenit20410 Adeverinta wenit- 2010 Economie  Uzer 23102011 1544 Documentum

Fig. 9. Federated search form and the returned results.



1. SELECT cmis:objectld, cmis:name, cmi

s:contentStreamLength, cmis:createdBy,

cmis:creationDate, cmis:title, cmis:subject FROM cmis:document WHERE

cmis:createdBy LIKE "User%"
2. SELECT cmis:objectld, cmis:name, cmi

s:contentStreamLength, cmis:createdBy,

cmis:creationDate, cmis:title, cmis:subject FROM cmis:document WHERE
cmis:createdBy LIKE "User%® AND cmis:creationDate >= TIMESTAMP "2011-06-

30T00:00:00.000+03:00" AND cmis:creationDate <= TIMESTAMP

01T23:59:59.999+02:00"

"2011-11-

SELECT cmis:objectld, cmis:name, cmis:contentStreamLength, cmis:createdBy,
cmis:creationDate, cmis:title, cmis:subject FROM cmis:document WHERE cmis:title
LIKE "Bi%" AND cmis:createdBy LIKE "User%® AND cmis:creationDate >= TIMESTAMP

"2011-06-30T00:00:00.000+03:00" AND cmi
01T23:59:59.999+02:00

Fig. 10. Experimental CMIS queries.
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Fig. 11. Statistics summary.

This experimental scenario was performed separately for
both the Documentum repository and xXDB XML database
to highlight the differences between these two CMIS
interfaces. The statistics summary computed in this
experiment are shown in figure 11. At the top of the graph
is represented the virtual users load during the test. The
central part of the graph represents the number of requests
per second and the bottom of the graph describes the
response times obtained in these experiments. The response
time against load is shown in Fig. 12.

From these experimental studies we can see that CMIS
interface for Documentum provides better response times,
but the difference is not significant. ECM systems like
EMC Documentum receive the support from the
underlying relational databases, taking advantage of the
advanced indexing mechanism used by the relational
systems. The experiments done by using the native access
to the two data sources provides similar response times,
which indicates that the implementation of CMIS for xDB
is optimal in relation to the implementation of CMIS

provided by EMC for Documentum repositories.

In these experiments the EMC Documentum 6.5 platform
was installed on SQL Server 2008 R2 Standard. On the
other hand, the xDB database, being a native XML
database, has its own storage system. The user interface
was implemented as Web application deployed in Apache
Tomcat 6.0.29 and uses J2EE technologies such as JSF
and IceFaces.

6. CONCLUSIONS

In this paper is presented, firstly, Enterprise Content
Management (ECM) and how it can improve the
organization and storage of documents in the organizational
processes.

Following the development of ECM systems, in Section 4
was presented a new standard, CMIS (Content
Management Interoperability Services) offered by AlIM
Standards Organization [AlIM, 2009]. This new standard
aims to improve interoperability between ECM systems.
In section 5 it is proposed a *new model to extend the
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Fig. 12. Response time against load.

standard in order to take advantage of the CMIS
interoperability features in the information exchange
processes between ECM systems and XML databases.
Also, this section describes the implementation of such an
extension that enables interoperability between an EMC
Documentum repository and a XML-native database
EMC xDB.

FUTURE WORK

The future work will include the implementation and
testing of a CMIS interface that access data from a native
XML database that supports all the capabilities of an ECM
system. Also, this implementation can make use of a wider
range of native XML databases: eXist, BaseX, MonetDB
etc.

Also, the development of graphics software tools for
defining the types of correspondence between CMIS and
native XML database, with optional generation of XSL
transformations, may be a goal of future researches.

Implementing a semantic caching system for a CMIS client
is also another future research direction [Chen et al., 2002]
[Stancu, 2011a].
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